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Abstract
In this document, we describe an application which implements the Referent Tracking paradigm in which each real world entity is assigned its own unique ID. The application is designed to be able to store in a database - called here a ‘repository’- references (1) to individual entities in reality, (2) to the relationships that obtain between these entities, and (3) to the generic classes the individual entities belong to. The application is extendable to very high orders of magnitude. Our approach is based on ontologies grounded in realism, but it can be extended also to information that is captured using the terminologies or concept-based ontologies used in traditional knowledge representation systems. The repository uses RDF as its representation format, and it can thus be queried with RDF query languages such as SPARQL, SeRQL and RQL, thereby providing support for reasoning over multiple ontologies. 
1 Referent Tracking System Introduction
(Ceusters & Smith, 2006) introduced the referent tracking paradigm as a means to avoid the ambiguities that arise when statements in an EHR refer to disorders, lesions and other entities on the side of the patient exclusively by means of generic terms from a standard terminology or ontology. As an example, imagine that John consults a physician for a fracture in his left forearm at time t1 and that the fact of John having such a fracture at that time is registered in John’s record by putting the SNOMED-CT code 91419009 (SNOMED International, 2007) in the diagnosis field of the chart describing that particular visit (which took place at a certain place, with a particular physician, on a precise date, and so forth, all data which are registered in the context of that fracture). If John, at time t2, suffers from another fracture in his left forearm and the same procedure is used for registering this new fact, then, there is no obvious way to know whether the very same fracture is referred to, or a second one. This is because codes from terminological systems or ontologies do not identify uniquely the entities to which they are assigned in the context of clinical record keeping. They rather describe what generic category the entities to which they are assigned belong. The Referent Tracking (RT) paradigm eliminates these ambiguities by assigning globally unique IDs (called IUIs for: Instance Unique Identifiers) to the entities on the side of the patients that clinicians refer to when writing statements in an EHR.  Thus the information that is currently captured in the EHR by means of sentences such as: “this patient has a left forearm fracture”, would need to be conveyed by means of descriptions such as “#IUI-5 is located in #IUI-4”, together with associated information to the effect that “IUI-4” refers to the patient under scrutiny, and “IUI-5” to a particular fracture in patient #IUI-4 (and not to some similar left forearm fracture from which he suffered earlier). 
In (Ceusters & Smith, 2006) the conditions for assigning an IUI to a particular are described, as well as the templates according to which some portions of reality are to be represented in a Referent Tracking System (RTS). An additional template for dealing with what in healthcare is known as “negative clinical findings”, is introduced in (Ceusters, Elkin, & Smith, 2006). Finally, at this time, a template for registering names by which a particular is referred to in reality has been proposed (e.g. “John” as first name for that particular John), but this is something that will be changed in the future. 

	Template Name
	Abstract Syntax
	RDFS class

	Description

	A-template
	Ai = < IUIp, IUIa, tap>
	ParticularRepresentation

	Captures the assignment of a IUI to a particular where 

· IUIp is the IUI of the particular in question, 

· IUIa is the IUI of the author of the assignment act, and 

· tap is a time-stamp indicating when the assignment was made.

	PtoP – template
	Ri = <IUIa, ta, r, o, P, tr>
	PtoP

	Description of a relationship between particulars, where

· IUIa is the IUI of the author asserting that the relationship referred to by r holds between the particulars referred to by the IUIs listed in P, 

· ta  is a time-stamp indicating when the assertion was made,

· r is the designation in o of the relationship obtaining between the particulars referred to in P, 

· is the ID of the ontology from which r is taken,

· P is an ordered list of IUIs referring to the particulars between which r obtains, and

· tr is a time-stamp representing the time at which the relationship was observed to obtain.

	PtoU-template
	Ui = <IUIa, ta, inst, o, IUIp, u, tr>
	PtoU 

	Description of an instantiation, where 

· IUIa is the IUI of the author asserting that IUIp inst u, 

· ta is a time-stamp indicating when the assertion was made,

· inst is the designation in o of the relationship of instantiation,

· o is the ID of the ontology from which inst and u are taken, 

· IUIp is the IUI referring to the particular whose inst relationship with u is asserted,

· u is the designation of the class in o with which IUIp enjoys the inst relationship, and

· tr is a time-stamp representing the time at which the relationship was observed to obtain.

	PtoCo-template
	Coi = <IUIa, ta, cbs, IUIp, co, tr>
	PtoCo

	Annotating a particular with a code from a concept-based system, where

· IUIa is the IUI of the author asserting that terms associated to co may be used to describe p, 

· ta is a time-stamp indicating when the assertion was made,

· cbs is the ID of the concept-based system from which co is taken,

· IUIp is the IUI referring to the particular which the author associates with co,

· co is the concept-code in the concept-system referred to by cbs which the author associates with IUIp, and

· tr is a time-stamp representing a time at which the author considers the association appropriate

	PtoU--template
	Ui = <IUIa, ta, r, o, IUIp, u, tr>
	PtoLackU

	The particular referred to by IUIa asserts at time ta that the relation r of ontology o does not obtain at time tr between the particular referred to by IUIp and any of the instances of the class u at time tr

	PtoN-template
	Ni=< IUIa, ta, ntj, ni, IUIp, tr>
	PtoN 

	The particular referred to by IUIa asserts at time ta that ni is the name of the nametype ntj assigned to the particular referred to by IUIp at tr.

	Meta-template
	Di  = <IUId, Xi, td>
	

	Publication of a description of a portion of reality in the RTS where IUId is the IUI of the entity registering Xi in the system, Xi is the information-unit in question (in the form of any other template above), and td is a reference to the time the registration was carried out.


Table 1: Abstract syntax and semantics of information templates in a referent tracking system
We have designed the RTS such that it can be used as a server application as well as a Java library. As a server, the system runs as a standalone application inside an apache tomcat server, an HTTP web server (The Apache Software Foundation, 2006), at port 8080 and it can communicate simultaneously with multiple EHR clients running at remote locations. The server is intended to be hosted by a health institute which serves as the hub for other health institutes (clients). The hosting health institute is responsible for taking care of administration and privacy issues of the shared information stored at the server. 

The architecture of the application is shown in Figure 1. Clients can connect with the system via either the server interface based on web services or via the RT Access API interface, the kernel of the system. The web service forwards the clients’ requests to the RT Access API which is responsible for data validation and management. All data serialization or retrieval activities are performed in the Data Access Layer. The reasoning component sends all the reasoning queries (requested by Data Access API or RT Access API) to the external ontology or terminology systems for query execution.
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Figure 1: RTS Architecture
For complete technical support and documentation please contact Shahid Manzoor (smanzoor@buffalo.edu) or Werner Ceusters (ceusters@buffalo.edu) or Ron Rudnicki (rjr9@buffalo.edu).
The RTS is available at (Manzoor & Ceusters, 2006) for download.
2 System requirements
The following are the machine specifications on which we have tested the RTS:
· X86 1 GHz processor

· 1 GB RAM

· Windows XP

The following software must be installed first before installing the RTS:
· JRE1.5 available at (Sun Microsystems Inc, 2007) for download.
· MySQL: available at (MySQL AB, 2007) for download.
3 Installing the System
Unzip the distribution zip file in any folder on the hard drive. Before running the RTS, the following configuration in the unzip-folder/conf/rts.properties properties file is required. The unzip-folder is the folder where the distribution is unzipped.

Database Connection Configuration:

rts.reasoning.db.user=root

rts.reasoning.db.password=rts

rts.reasoning.db.host=localhost

rts.repository.sail.db.user=root

rts.repository.sail.db.password=rts

rts.repository.sail.db.host=localhost

The database user specified in the properties must have privileges for database schema creation.

4 Running the System
Before running the RTS server, please make sure the MySQL database is running.  To run the RTS server, double click the main.jar file in the unzip-folder. At startup, the system console (showing the log information) will be displayed as in Figure 2:
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Figure 2: RT Console

When the RTS server is running, it listens to client requests via web services at port 8080. Please find the WSDL file at the unzip-folder/conf/services.wsdl location for details of the web services provided by the RTS.

5 Referent Tracking GUI

For demonstration purposes we have also developed a GUI application called “Referent Tracking GUI”. The GUI application can be launched by clicking the Start GUI menu option in the RT system console window. The GUI is shown in Figure 3. The GUI application allows users to search and insert particular entities in the repository. Initially, the RTS repository contains particulars for demonstration purposes for the scenario John (#IUI-1) has fracture (#IUI-6) in his left forearm (#IUI-3) and he (#IUI-1) has infection (#IUI-12) in his left thumb (#IUI-9).

Below is the description of the various functionalities provided by the available GUI application panels which manage visualization, searching and creating particulars in the repository. Please refer to Figure 3 for the explanations of the GUI application panels.
5.1 Graph Panel
This panel displays RT templates (stored in the repository) as a graph. The visualization displays a node for each RT template instance. The nodes with a dark gray background represent the Particular templates, the nodes with a light gray background represent the PtoN, PtoP, PtoU, PtoCo and PtoLackU templates and the nodes with a white background represent either ontology class URIs or concept code URIs. The caption for the PtoN template node is nt ( n ), (e.g. name John), the caption for the PtoCo template node is id (e.g. ptoco-15) of the template connected with concept code URI node (e.g. rts:co//SNOMED-CT/28335000), and the caption for the PtoU template node is inst relation (e.g. rts:r//OBO_REL/instance_of) connected with ontology class URI node, and the caption for the PtoP and PtoLackU templates is relation r. 
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Figure 3: Referent Tracking GUI
5.2 Properties Window Panel
The Properties Window displays the properties of the RT template nodes. The Properties Window is a two column table in which each row contains an attribute name-value pair. The first column displays the attribute name and the second column displays the attribute value. By selecting any RT template node in the Graph Panel, the Properties Window is filled with the properties of the corresponding template of the selected node; for example, in the figure the Properties Window is displaying the properties of the #IUI-1 particular template node (selected in the Graph Panel).
5.3  Search Panel
This panel is used for searching the particulars in the RT repository. The search panel contains two panels providing two methods of search, i.e. the RDF Query Languages panel for searching the particulars via RDF query languages and the Query templates panel for searching particulars by means of RT template attributes. The search results (i.e. instances of the RT templates) are visualized in the Graph Panel.

· RDF Query Languages: This panel provides an interface to query the RTS with RDF query languages. Currently, it provides an interface for queries written in either SPARQL or SeRQL. Choosing one of the two query languages is accomplished by using the combo box as shown in the figure. The text-area in the panel is the place where the users can type any SPARQL or SeRQL query over the RDFS representation of the RT templates. The RDFS representation of the RT templates can be found at the unzip-folder/conf/rts.rdfs location. Please find some sample queries at the unzip-folder/conf/samples.query location.
· Query Templates: To assist users unfamiliar with query languages we have developed Query Templates to search particulars on the basis of RT template attributes. For example, particulars can be searched by using their name terms (associated via PtoN template). In this case, a Query Template contains iuip, iuia, iuid, nt and n attributes (of the PtoN template) as shown in the figure displayed as a two column table (same as Properties Window). The user is not required to supply all the values of the attributes in a Query Template; if he does not do so, the system tries to search all the corresponding templates associated with the Query Template, e.g. it tries to retrieve all PtoN templates. The combo box in this panel contains the list of the names of the Query Templates corresponding to the get methods of RTRepository class (please find the documentation of the get methods in the RTS javadoc at the unzip-folder/docs/javadoc location). By selecting a Query Template in the combo box, the table in the search panel is populated with the attributes associated with the corresponding query template.
Because the search criteria might match with several thousands of particulars and the network bandwidth might not allow transferring that many results to the clients, we have set the limit by default to return the first 200 resources. What selection will be returned depends on the data source technology. However, the limit can be changed in the RTS by changing the rts.repository.results.limit property in the configuration file.
5.4 Insertion Panel
This panel provides the interface to create new particulars and associated detail in the RT repository. This panel contains six radio buttons labeled with the RT templates names. By selecting a radio button (e.g. for the Particular template) and clicking on the create button, the template is initialized for user input in the Properties Window Panel with default values (e.g. the default values for the particular template is tap and iuia); a user can modify the tap or iuia default values as well as the iuid and td properties which are the metadata that are assigned by the RT repository at the time of saving. After providing the values to attributes in the Properties Window Panel, the user has to click on the Save button (in the Insertion Panel) to save to the repository.
Importantly, the RT paradigm does not allow any delete operation in order to be able to always return to a state of the database as it was at a certain time in history. To avoid mistakes in creating new template resources in the RTRepository, the resources are cached right after the create operation. The client can remove or modify resources from the cache as long as the commit service has not been called. The Cache Modification Operations frame contains buttons for the cache operations.
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